MOTIIVE project architectural roadmap
Purpose:

1) To act as a working document to aid alignment of activities within the MOTIIVE project

2) To allow alignment of external activities and business planning with the key developments being prosecuted through the MOTIIVE project.

3) To formulate a common approach and complementary work schedule for integration of MOTIIVE’s domain specific test case with the general goals of the RISE project.

Enterprise Viewpoint
MOTIIVE aims to improve the interoperability of data throughout the domain of application. To achieve this, it must support the establishment of data standards and data access services by other projects.  Within the MOTIIVE implementation plan, the goal is thus twofold:

· Deploy “reference implementations” of specific services to test out the approaches to interoperability being developed.

· Initiate and support the development of an infrastructure to share data standards
Who is doing what?

A start has been made in describing the deployment. Given that Motiive will be leveraging many activities, this breakdown of activities is fundamental to the business perspective, so is shown here rather than in the Engineering Viewpoint.

See draft diagram (deployment 01)
Later it may be worth refactoring this into two diagrams, one showing the governance model and the other showing the pure engineering viewpoint – who is actually hosting what.

Feature Type Catalogues (FTC)
The key deployment activity from the perspective of a data standards infrastructure is the development of web-accessible Feature Type Catalogue Registries with the following characteristics:

· Implement ISO Feature Type Cataloguing Methodology

· Support “registry” operations so that they can be extended

· Contain reference implementation Feature Type Catalogues

· Can be distributed – i.e. multiple interoperable FTC can be deployed

· Support delegation and semantic mappings across multiple registries

· Implement a standard registry profile for FTC

This last point leads to a requirement to liaise via the RISE project on common Feature Type Catalogue designs – there is as yet no OGC standard for these, although abstract ISO standards exist.  This liaison has several goals:
· Align Motiive with the INSPIRE technical direction

· Inform RISE/INSPIRE/OGC of domain requirements in FTC design

· “Future proof” FTC implementations on behalf of MOTIIVE collaborators

· Promote the development and adoption of a standard “profile” for FTC

· Establish additional FTC and data services compliant with these within INSPIRE for integration with activites under Motiive

· Share costs and effort associated with development of tools

Information Viewpoint

Model Driven Architectures and Feature Type Catalogues

Early assessment work in the MarineXML pre-standardisation project, and subsequent exploration by Motiive partners has shown that Feature Type Catalogues contain both “structural recipes” that may be serialized as GML Application Schemas as well as additional information about relationships between Feature Types, the operations they support and the binding of attributes to domain vocabularies (or other external definitions). 
Accordingly, there is a need to extend current approaches for converting UML to GML application schemas so that:

· Feature Type relationships may be declared and exported

· Functional (operations) may be declared and exported

· Models can import the contents of externally defined Feature Type Catalogues

These mechanisms need to be jointly developed by RISE and Motiive, tested within Motiive, and promulgated via OGC and ISO through RISE.

Inter-Feature Type Relationships

Operational “polymorphism”

The ability of a given Feature to behave in various different roles depending upon the operation being performed (for example a road can be treated as part of a topological network or occupy a certain spatial context in a water-runoff model of the landscape) should not force multiple different versions of the feature to be managed, but will require multiple ways of manipulating the same feature, and may require multiple “views” of the feature.
Each of the operational views is going to be part of a type hierarchy, for example a Cardinal Buoy isA isA AnchoredFloatingObject isA NavigationHazard

And a

CardinalBuoy isA PortAsset hasA maintenanceSchedule

(a key part of Motiive will be model the operational requirements of FeatureTypes)

Profiles
An implication of this model-driven perspective is that specific Feature Types may be implementation dependent views of a common “abstract type” that may or may not be stored in repositories. For example, a sandbar may be a moving object but it has a simple polygon representation for a given time. This simple polygon representation may be representable using GIS technology, (using for example the GML Profile for Simple Features) whereas the object itself is certainly not.

Thus, Motiive is assuming that there will need to be a standardized approach to declaring a specific Feature type is a low-fidelity representation of another FeatureType (a “profile”). This is a fundamental concept that needs to be addressed by RISE/INSPIRE/OGC and Motiive needs to liaise closely with the RISE activity to ensure a common solution.

Reconciling “Coverage” and “Feature” models

A further implication of this “profile” approach to Model Driven Architectures is the necessity and opportunity to reconcile the “coverage” and “Feature” models. A coverage is simply a “profile” of the abstract Feature Type that supports a domain/range packaging of the content. This is a powerful outcome that enables:

· integrated WMS/WFS/WCS services to be delivered from a single data source

· a single Feature Type Catalogue for a domain

· semantic documentation of the contents of coverage packaging formats (eg netCDF, geoTIFF)

· processing and transformation chains using WFS or WCS according to availability

Coverages as handles to processing chains

An area of liaison of concern to Motiive is the handling of large data sets. A strategy to be explored is to deliver Feature Types that can be “lazily instantiated” – i.e. they contain metadata and handles to processing chains that can be used to instantiate a contained feature collection or coverage. This will allow discovery clients to hand off references to GRID processing services without intermediate data transfers.

Content
Motiive will collaborate with other initiatives through shared content.

[Actual content services to be determined]

Computational Viewpoint
Computationally, Motiive will largely follow established ISO/OGC/INSPIRE SDI architecture.
The point of extension and divergence will be through the liaison with the NERC Data Grid and SEEGrid Computational Services activities, where processing chains suitable for handling large quantities of data within computational GRID environments is a requirement. The use of “lazy instantiation” of features (discussed above) needs to be modeled and best practice established and promulgated.

Engineering Viewpoint
The big issue here is probably the nature of federation across FTC deployments. Given FTC’s are fairly slow-changing, changes may have significant impacts and the volumes are quite small,  it is probably worth federating through “forward-caching” – i.e. import the contents of referenced FTCs.
This needs to be backed up by appropriate business arrangements: not having overly restrictive copyright on types for example. (RISE/INSPIRE should be setting policies here?)

Predictability of update cycles and modeling of the various Use Cases for update should be undertaken. Motiive can provide a case example, but the broader model would be better undertaken under the RISE program of works.

Technology Viewpoint

Motiive will be a technology-neutral project, but will require specific technologies to be chosen to support implementation.

Specific technologies do not form part of this roadmap, however it is worth noting that:

· generally there is a desire to ensure availability of an open-source implementation for 

